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So, what exactly is spatial data? Here’s a simple definition:

Spatial data represents real-world features and their relationship to one another. This includes
geographic features (rivers, cities, mountains, forests, seas, lakes, etc), areas (flood zones, military
exclusion zones, sales territories, etc and even events that occur at a specific location (a car accident,
a crime, etc).

In its most basic form, spatial data is made up of one or more sets of co-ordinates that specify a
location (usually but not always on planet Earth!).

Typically, x and y co-ordinates are used to specify latitude (angular distance from the equator) and
longitude (angular distance from the Greenwich meridian). Occasionally, a third dimension is also
required in order to indicate height. Again this must be relative to a fixed plane (with height above
mean sea level or AMSL being a commonly used reference point). When recording an event (such as
a car accident) a date/time will also be associated with the spatial data and could be considered as a
“fourth dimension” although strictly speaking this isn’t spatial data.

A “co-ordinate system” defines the way in which the co-ordinates are defined, while a “spatial
reference system” defines the fixed reference points used within the co-ordinate system to identify
a given location. Both of these need to be defined as part of the set-up of any spatial data system.

The below illustrates the three main types of spatial data:
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e Apointis a single location (the Athens Hilton in the example shown above).

¢ Alineis any linear feature such as a river or a country border. It can be thought of
as a series of connected points, as shown by the red dots in the picture of a river.

e A polygon is any enclosed space, such as the lake shown in the picture. This is also a
series of connected points, but in this case a specific area is completely enclosed by
the points making up the polygon.



What can spatial data be used for?

So, we have established what spatial data is, but what can it be used for? The answer is that, when
combined with conventional data (customer information, sales data, etc) it can be surprisingly useful
in a whole variety of different applications, across virtually any industry.

Don’t think it applies to you? Just think how many DB2 tables in your own organisation contain
address information — every one of those addresses could potentially be “encoded” to allow
sophisticated analysis to be performed and innovative new functions to be offered to your
customers.

For example, in the insurance industry, you could use spatial functions to quickly and efficiently
determine if a house is within a known flood zone when someone applies for home insurance. You
could also use the location to establish what zone the house is in for other weightings on the policy
amount, such as local crime rates. For car insurance, the same approach could yield information on
the number of car claims within a 50-mile radius, which may further impact policy weightings.

In a retail environment it is already common to offer the customer the ability to locate their nearest
store, and this is simple to achieve using spatial queries. However, much more is possible. The
availability of loyalty card data has given organisations huge amounts of detailed data on their
customer’s buying habits, and much of this could benefit from spatial analysis. For example, it would
be very straightforward to conduct an analysis of the distance between each customer’s home
address and their “local” store. Such information can provide valuable insight on where to locate
new stores to maximise profit and minimise cannibalisation of sales from existing stores.

As a final example, spatial data has a huge number of potential applications within local and central
government, from police crime statistics to planning local bus routes and tracking infectious
diseases.

Any form of data analysis will benefit from the use of some sort of visualisation tool to help users to
more easily understand the data and spot patterns or trends — think of how much more effective an
Excel graph is to represent data when compared to a large table of performance figures, for
example. Spatial data is no different, and a number of tools have evolved that allow spatial data to
be represented graphically for increased impact and utility. Perhaps the most widely used of these is
Google Maps (http://maps.google.com) which presents a basic map interface which can be overlaid

with spatial data. Google supplies a formal API (Application Programming Interface) to allow this
service to be used.

At the other end of the spectrum, specialist visualisation tools with highly sophisticated features are
available from vendors such as ESRI, Mapinfo, Integraph and Autodesk.

Connected mobile devices incorporating location-sensing capabilities are just starting to appear on
the market — the GPS-equipped Nokia N95 shown on the slide is a typical example. These devices are
the key to a whole new set of spatially aware applications, which are able to offer services to the
user based on his or her location.


http://maps.google.com/

Examples of how spatial data is currently being used

This Google Maps application allows star-struck celebrity-hunters to quickly locate the home
addresses of their favourite celebrity by simply clicking on their name. The house/location is then
shown on the map.

On a slightly more useful note, this visualisation uses Google Earth to plot the positions of all major
commercial airline flights in the continental US and beyond. It can be updated in real time, and used
to track specific flights and updated arrival times.

This website presents some chilling data on crime in the Chicago area, which can be filtered
according to the district, type of crime, dates etc. The data shown covers homicides for just one
month — August 2007.
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While any database could theoretically hold simple co-ordinate data, a spatial database is one which
has been optimised for this purpose, with data storage and query facilities specifically designed for
spatial data.

Spatial features added to DB2 9 for z/OS

Spatial features are part of the optional (no-charge) “DB2 Accessories Suite”, under FMID J2AG110.

The spatial features are largely consistent with the implementation of the DB2 for LUW Spatial
Extender, but as this is an initial release they represent only a subset of the functionality found in the
LUW product. IBM is expected to further enhance these facilities in future releases of DB2 for z/0S.

Once enabled the DB29 spatial features add a number of new capabilities:

e Six new spatial data types are available, allowing one or more spatial columns to be
added to any DB2 table to represent points, lines or polygons.

e A number of User Defined Functions (UDFs) are supplied, allowing the user to
construct sophisticated SQL queries against spatial data.

e Special “spatial indexes” can be defined on spatial columns, in order to improve the
performance of critical queries

e Several IBM-supplied stored procedures allow system functions such as spatial data
import and spatial index creation to be performed.

e  Finally, some new DB2 catalog tables/views are created, in order to store spatial
metadata. These are listed in the reference slide at the end of the presentation.

As mentioned earlier there are three basic types of spatial data: points, lines and polygons. Each of
these is supported by a specific DB2 spatial data type; ST_Point, ST_LineString and ST_Polygon.



Variations of these three types are also provided for storing multi-part versions. For example, the
ST_Multi-Polygon is able to store multiple polygons, and could be used for representing a series of
lakes in a given region or location.

The below shows how spatial columns can be specified when a table is created — they can also be
added to existing tables using the ALTER TABLE function. Each table can have multiple spatial

CUSTNO .. LOCATION

columns defined if required.

CREATE TABLE CUST

(CUSTNO INTEGER,
12545 | .. |12345789
YO MV I CIl | 54654 | .. | 9887.4585
84132 |.. |55847854

Physically, the spatial data is stored within a separate auxiliary tablespace using a structure similar to
LOB (large object) tablespaces. Using the DB2 9 automatic object creation features, this will be
defined for you if you also allow DB2 to define the base tablespace. However, if you explicitly define
the base tablespace you must do likewise for the auxiliary table.

Spatial data can be queried using standard DB2 facilities. This could take the form of an interactive
query via SPUFI or QMF, an embedded SQL call (static or dynamic) within an application program
written in any of the supported programming languages, or via an ODBC function call

The new user-defined functions added by the spatial support fall into three main groups, as
summarised in the table below:

Function type Example

Return information on a specific Return the area covered by tax district 12:

geometry SELECT db2gse.ST_Area(district_area)
FROM tax_district WHERE id = 12

Make comparisons between List all people that live within tax district 12:

geometries SELECT c.first_name, c.last_name,

FROM customers as c, tax_district AS t
WHERE t.id = 12 AND
db2gse.ST_Within(c.location, t. district_area) = 1
Derive new geometry from an Derive the sales area of a store from its
existing one location:
UPDATE stores SET sales_area =
db2gse.ST_Polygon(db2gse.ST_Buffer(location,
10, 'KILOMETERS’))
WHERE id = 10




*  Some functions, such as ST_Area, return information of a specific gecometry (in this
case the area covered by a polygon). The example shown would return the area of
tax district 12.

*  Some functions make comparisons between geometries. The ST_Within function
shown in the example returns a 1 if a given point or polygon is completely within
another polygon. In the example above, the query would return a list of people
within tax district 12 — note that the ST_Within is effective acting as the join clause
between the customers and tax_district tables.

* The final group of functions is able to derive a new geometry from an existing one.
An example is the ST_Buffer function, which adds a “buffer” of a given width to a
point or polygon. The update statement shown above creates a polygon in the form
or a circle with a radius of 10 KM, centered on store 10, and stores this polygon in
the sales_area spatial column.

All spatial functions must be qualified with DB2GSE. This can either be done explicitly within the SQL
statement, or via the CURRENT PATH special register/BIND parameter.

Over 35 functions have been delivered as part of this initial release, with more expected in future in
order to bring the DB2 for z/Os implementation in line with the DB2 for LUW Spatial Extender
functionality.

Spatial queries are similar to conventional queries in many respects, including the requirement to
index certain columns in order to provide good performance against large tables. DB2 uses a
different internal structure for spatial indexes, based upon grid indexing rather than the b-tree
structure used for conventional indexes.

The SYSPROC.ST create_index stored procedure must be used to create these special indexes,
specifying the table and column to be indexed. A similar procedure is provided for dropping indexes
— a feature you will have to use more than you may think, as with this initial support you have to
drop all spatial indexes on a table before it can be LOADed or REORGed! This restriction is expected
to be lifted in future releases.

An import utility is provided to allow spatial data from special “shape files” to be loaded into spatial
columns. Shape files are an industry-standard format that was originally developed by ESRI but
widely adopted by other companies. Data is available from a large variety of different sources, and
can include social, economic and political data in addition to raw geographic data such as the
location of roads, rivers, cities etc. Typically, this data will be used to supplement and enrich your
own business data.

The ST_import_shape stored procedure expects the shape file to be in an HFS directory (which is
also where it writes progress/error messages to).



Installation
Below are the prerequisites for spatial support:
A z/0S 1.7 or later, with APAR PK09128

A LE, with PTF UK14217 applied

A DB2 9 for z/0S, in NFM

A DB2 WLM stored procedure environment configured

A DB2 ODBC feature configured

A DB2 connect (or equivalent) to access spatial data from a remote client (optional)
A Some sort of visualisation tool (optional)

A e.g. ESRI ArcMap

Once the pre-regs have been met, spatial support must be enabled. The first step is to perform the
usual SMP/E receive/apply work for the spatial FMID.

Once this has been completed, ODBC support needs to be enabled (if it hasn’t already). DSNTUICL is
executed in order to enable ODBC support and bind the necessary ODBC plan. Next, the ODBC
initialisation file (DSNAOINI) needs to be customised to refer to the correct DB2 subsystem name
(not that group attach cannot be used if you are in a data sharing environment).

Finally, two spatial enablement jobs have to be executed.

DSN5SENB will create the spatial catalog tables, stored procedures, UDFs etc and run an
“enable_spatial” command to switch on all spatial features. Note that the spatial stored procedures

are recommended to be placed in their own WLM application environment.

The final step is to run DSN5BND, which collects statistics against the new catalog tables and rebinds
the necessary packages. This job should be re-run from time to time as the amount of data in the
spatial catalog tables increases.

You are now ready to begin importing and querying spatial data. Job DSN5CMD contains several
useful sample commands that will get you up and running more quickly.

Practical Experiences

These are based on experiences with a large UK customer as part of the DB2 9 for z/OS beta
program.

The beta customer needed to find a solid implementation platform for an earlier research project
based on DB2 for LUW Spatial Extender, running under zLinux. Although the research project had
proven that the functionality was acceptable, the customer wanted a z/0S-based solution for
support and scalability reasons.



The key success criteria of the spatial beta test were twofold: to prove that the DB2 9 for z/0OS
spatial support contained the necessary functionality to support the proposed new application, and
to ensure that performance was at least as good as that experienced on the LUW prototype system.

The project began in November 2006 and completed in April 2007. During that time a large number
of issues were encountered, but the vast majority of these were down to the very early release of
the code taken on by the customer. Poor or non-existent documentation made initial learning and
problem-solving slow and painful, and several major bugs were also discovered. Ultimately, all of
these issues were resolved by the time DB2 9 went GA and the customer’s evaluation project
finished in early 2007.

Many issues were encountered in getting a remote visualisation tool to talk to DB2 9 for z/0S, due to
DB2 Connect ADO configuration problemes. It is critical that DB2 Connect is correctly configured and
up-to-date on maintenance for everything to work correctly.

At the end of the project, the prototype application was running successfully on DB2 for z/OS and

the client confirmed that it was functionally capable of supporting the requirement.

Elapsed Time from Test DB2 8.2 on zLinux (Spatial DB2 9 on z/0S
Application Log Extender)

Test #1 00:00:13.639 00:00:04.688
Test #2 00:00:50.169 00:00:23.174
Test #3 00:00:03.640 00:00:00.781
Test #4 00:01:07.153 00:00:49.973
Total of all tests 00:02:14.617 00:01:18.631

The table above summarises the performance results for the application, running on both the
original zLinux configuration and the z/OS with DB2 9 equivalent. The four application tests
performed a variety of queries against 600,000 rows of spatial data, using the following functions:

ST_AsText()
ST_Envelope()
ST_Contains()
ST_Intersects()
ST_Point()
ST_Buffer()
ST_MultiPolygon()
ST_Polygon()

In all cases, the DB2 9 solution significantly outperformed the zLinux prototype. Therefore the
second of the project’s success criteria was also met. As a result of this, the customer upgraded its
main systems to DB2 9 for z/0S, to allow the full application to be built.




Summary

Most businesses today already store extensive location data, for customers, suppliers, competitors,
branches and many other items. For many large corporations, that data is stored in DB2 for z/0S.
The availability of spatial features within DB2 for z/OS will allow those organisations to derive
valuable new information and deliver new capabilities to their customers.

Although only a limited subset of spatial features have been implemented in DB2 9, these are able to
address many immediate requirements and they represent a solid foundation for future releases to
build upon.
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